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A board was created to test the bypassing effectiveness of capacitors in various
circumstances. It is a small 0.062” FR-4 board with a 50-ohm trace across the middle,
leading from an input SMA connector to an output SMA connector. Various pads are
placed along the way to allow capacitors or jumpers to “short” the signal to ground. The
goal of the tests is to determine the most effective way to accomplish broadband
attenuation, as would be done when bypassing the power supply of an op amp or MMIC.

Figure A—The test PCB
A signal generator was attached to the input (left) through a 10db attenuator, and the
output run to the spectrum analyzer. The attenuator was intended to reduce ripple from
reflections on the cables. Originally I had one on the output also, but it had little effect.
The same might be true of the attenuator on the input, but I would rather short the
attenuator than my signal generator.
Series Inductance
Achieving effective bypassing requires successfully dealing with parasitic inductance in
capacitors. This inductance is in series with the nominal capacitance. In addition,
connections to the bottom ground plane through vias introduce a bit more series
inductance. With increasing frequency, series inductance gradually turns the capacitor
into a huge capacitor at the point of series resonance, after which it becomes an
inductance that increases in value up to the series inductance value. Figure B
demonstrates this effect.

Figure B—Net capacitance or inductance of a 10nf capacitor with
series inductance of 1.1nh. Dark blue shows equivalent capacitance
(left axis); light blue shows equivalent inductance (right axis).
Up to half the resonant frequency, the capacitor is close to its nominal value, and
becomes a huge capacitor at resonance. Above resonance it is a tiny inductance, and by
twice the resonant frequency it is a net inductance with close to its series inductance
value. For bypass purposes, the capacitor becomes more and more effective up to its
series resonant frequency, and then starts becoming less effective. It may still be effective
for bypassing even after it has become an inductor; after all, a tiny inductor is just an AC
short. But at some frequency the inductive reactance becomes too large for effective
bypassing.
In general, larger-value capacitors become inductors at lower frequencies than smaller
ones, because the series inductance does not change much with capacitor value. This
means that if there are two or more capacitors in parallel, at some frequency the biggest
one will become an inductor and start interacting with the other capacitor(s) as an
inductor, presenting the possibility of parallel resonances. Because parallel resonances
create high impedances, they are bad for bypassing.
The Nature of the Spectrum Analyzer Displays
I have a spectrum analyzer, but no tracking generator. So these SA pictures were created
by having the signal generator sweep 1-450 MHz at 100 sweeps per second, and using a
slow sweep speed for the SA, with a wide resolution bandwidth and a wide video
bandwidth. The result is a filled in area whose top envelope is the frequency response of
the circuit. The bottom line is noise related, so just look at the top. A reference line is
shown a couple of divisions below the top, which is the approximate response of the
board itself with no components on it. So the difference between that line and the display
envelope shows the amount of attenuation. (The reference line changes part way through
the tests because of a different signal strength level.)

Using this technique, the display level comes out quite a bit lower than what you get with
a single frequency, but the envelope shape is correct. This lower level and the wide
bandwidths limit the dynamic range somewhat, and even with no signal there will be be
some filled-in area due to noise. Therefore, there is a limit to how far the response can
dip. But it can go at least 50db below the reference line, and I am concerned only with
getting a reasonable amount of broadband attenuation, not getting a really deep dip in a
narrow range.

FIRST, EXPERIMENTS WITH DIRECT SHORTS

Fig. 1--The center trace is directly shorted to ground with a piece of hookup wire.
Inductance makes the short less and less effective at higher frequencies,
beginning at just a few MHz. A simulation with the short equal to 1.3 nh
produces roughly similar results. If a direct short has such poor attenuation at
450 MHz, what hope does a capacitor have?

Fig. 2--The jumper was moved to a pad with only a single via, with only
a small change in response, showing that the inductance comes primarily
from the jumper itself, not the via(s), though vias certainly have
some inductance.

Fig. 3--A wide jumper of brass strip was used. This lowered the inductance
and made a much better short. Still far from ideal at 450 MHz.

Fig 4—The center trace was cut and a single via (a hole with a wire in it) joined
the two parts to the ground plane. This was just barely better than the brass strip.
Another via might have helped.

Fig. 5--A wire jumper on the left, a 10nf 0805 ceramic capacitor on the right.
The inductance of the short resonated in parallel with the capacitor at 33MHz,
indicating an inductance of about 2.3nH, which is the jumper and the series
inductance of the capacitor. The dip after the peak is the series resonance of
the capacitor. Once past the resonances, the circuit behaved much like the
brass strip short, since both the wire jumper and the capacitor start acting as
small inductors in parallel, reducing the net inductance.

NEXT, EXPERIMENTS WITH CAPACITOR ARRANGEMENTS

Fig. 6--A 10nf capacitor by itself. Attenuation increases until 48 MHz, which is
the point of series resonance of the capacitor with its own inductance (plus
any net via inductance). Beyond that, the capacitor just exhibits inductance,
slightly less than the inductance of a wire jumper, but more than the wire
jumper in parallel with the capacitor. The 48 MHz series resonance indicates
1.1 nH series inductance for the capacitor.

Fig. 7—Parallel 0805 caps, 10nf and 100pf. Series resonance of 10nf is at 48 MHz,
that of 100pf is slightly above 450 MHz. The broad peak near 400 MHz is
the parallel resonance of the two, and is a very mild peak.

Fig. 8—Same as Figure 6, but the 100pf is moved to a separate pad that has
only a single via. Series resonance of the 100pf cap drops to 410 MHz, and the
parallel resonance peak, now near 300 MHz, is sharper. The added inductance
of the single via is apparently having an effect. (This is also a different capacitor
from that of Figure 7, possibly with a bit more capacitance.) While the high end
attenuation is much improved by the 100pf capacitor, a small area in the
middle is made a bit worse.

Fig. 9—Same as Figure 8, but the 100nf is moved closer to the 100pf. This has a slight
Effect, by reducing the inductance in the interconnection.
In addition, a scan is added from 425 MHz to 725 MHz.

Fig. 10—A 100 pf capacitor by itself. Scan now goes from 225 MHz to 575 MHz.
The series resonance is near 458 MHz, about 10 times that for the 10nf
capacitor, which is 100 times as large. This indicates that the inductances
of the two capacitors are roughly equal.

Fig. 11—The capacitor from Figure 10 is moved to a single-via pad. Series
resonance drops to 425 MHz due to added inductance, and attenuation at
the high end is not as good as Figure 10. This reinforces my view that a high
frequency bypass capacitor needs at least two ground vias.

Fig. 12—Two parallel 100pf capacitors sharing a ground pad. The first
series resonance is at 434 MHz. A second occurs slightly above that, and
above that is a parallel resonance. At the high end, the attenuation continues
fairly flat for a while off the screen, but unfortunately I did not get a picture
of it.

Fig. 13—Same as Figure 11, but each capacitor now has its own single-via
ground pad. The parallel resonance seems to have shifted to the left due to
higher series inductance, and raised the surrounding area with it. At the
high end, the response approaches that of Figure 12.

FINALLY, A SEARCH FOR THE SOLUTION

Fig. 14—Maybe we need a large number of capacitors with more closely
spaced values, so I tried 1uf+100nf+10nf. I started with the 1uf cap. When
I added the 100nf, the skinny parallel resonance peak at about 8 MHz appeared.
When I added the 10nf, the fatter resonance peak at 36 MHz appeared. The
peaks are much smaller than with more widely spaced values.

Fig. 15—1uf+100nf+10nf+1nf. The same as Figure 14, with addition of 1nf.
When I added the 1nf, the very fat resonance at 150 MHz appeared.
I’m not sure the final small capacitor did much good.

Fig. 16—Same as Figure 15, but I removed the 1uf capacitor. This
eliminated the first parallel resonance peak and slightly lowered the
frequencies and significantly raised the heights of the other two
parallel resonance peaks. It’s a mystery to me why the 1uf cap,
which turns into an inductor beyond 8 MHz, significantly reduced
the two parallel resonances shown here.

Fig. 17—Maybe a fancy capacitor will help. A 1nf “microwave” capacitor
was used (AVX 700A series). It has a deep series resonance that occurs about
where you would expect (based on the resonances in Figure 8). This capacitor
performs no magic at high frequency.

Fig. 18—For reference for the next couple of experiments here is a 0.1uf
capacitor in parallel with the 1 nf ATC capacitor. There is a sharp parallel
resonance between the two series resonances (both of which have bottomed
out due to noise).

Fig. 19—To suppress the parallel resonance, I put a 2.2 ohm resistor
in series with the 0.1uf capacitor of Figure 18. The point where the
capacitor and resistor join does not touch the adjacent ground plane. The parallel
resonance is gone, though the low frequency performance is not as good.
A 1 ohm resistor might have been better.

Fig. 20—The resistor from Figure 18 was removed, and a ferrite bead
(BLM21PG221SN1D) was put in series with the input, after first cutting
the center trace. The shape is similar to Figure 18, but shifted downward
significantly. The series resonances now bottom out in the noise. Attenuation
is great across the screen, except for being so-so at the parallel resonance peak.
A one-ohm resistor in series with the 0.1uf capacitor would probably solve that
problem. This is why I love ferrites; they cost a nickel and they do a great job.

Fig. 21—The ferrite bead by itself, for reference. It causes some attenuation,
but far less than it does in combination with the capacitors.

Fig. 22A—This is a repeat of Figure 16 for reference.

Fig. 22B—Let’s revisit the idea of using multiple resistors of decreasing size.
Why not make them all the same? Here are 3 100nf capacitors. There are
no parallel resonance peaks. This seems preferable to Figure 22A,
even though that figure has a few dips that this one does not have.

Figure 23—I wondered whether some resonance peaks might appear
if the capacitors of Figure 22B were rearranged. This rearrangement
produced no peaks, but consistently improved attenuation.

Figure 24—This rearrangement of Figure 22B produced a miniscule bump
where the marker is, and again improved overall attenuation.

Figure 25—I put the capacitors back together as they were in Figure 22B,
but on different pads. The response is pretty much the same as Figure 22B,
and worse than Figures 23 and 24. Either the sharing of vias or closely
paralleling capacitors seems to reduce effectiveness.

Figure 26—I repeated the approach of Figure 22B, but with larger capacitors
(1 uf). The series resonance obviously moved to a lower frequency, but
other than that the response is similar, again having no resonance peaks.

Figure 27—100nf capacitors are cheap, so I tried a single 1uf with two
100nf caps. A resonance peak appeared, but it is not very high.
The high frequency response is a bit better than Figure 26, which may have to
do with the 1 uf capacitor being far away and/or having its own vias.

Figure 28—Same as Figure 27, but I added a 1 ohm resistor between
The 1uf capacitor and the other two. The resonance disappeared, and
the high frequency response improved. This is a very nice response.

Conclusions/Notes:
1. The attenuation measured by this board is attenuation with 50-ohm source and
load impedances. When bypassing, say, an op amp or MMIC, the source and load
may be very different. So these results do not perfectly represent all situations.
2. The bypassing defects basically come down to parallel resonances and, once you
are above all the resonances, the residual inductances of the capacitors. Parallel
resonances are more substantial at higher frequencies, because for a given
parasitic inductance of 1-2 nH, the inductive reactance is higher at higher
frequencies; it is hard to achieve high Q with tiny reactances.

3. Combining several capacitors reduces the net inductance at frequencies where all
the capacitors have become inductors, but can create problems at mid-range

frequencies due to parallel resonances. If all the capacitors are of the same value,
there are no obvious parallel resonances. Mixing 1uf and 0.1uf capacitors
produces small resonance peaks. Adding smaller capacitors to the mix adds more
significant parallel resonances.
4. There seems to be no advantage to the traditional mix of capacitors with 10x
spacing, as compared to using multiple capacitors of a single value. Thus, three
1uf capacitors will perform at high frequencies about as well as 1uf + 0.1uf +
0.01uf. Expense-wise, it may be better to use only a single 1uf with two 0.1uf
capacitors, and the resulting parallel resonance is minor. Using a 1 ohm resistor as
in Figure 28 can eliminate that resonance, if desired, and also polishes up the high
frequency performance a bit.
5. Figures 22B-25 show that the exact arrangement of capacitors can make some
difference. They performed better when physically separated a bit, either because
they were no longer sharing vias, or because two parallel conductors have more
inductance when close together.
6. For the ultimate isolation, a ferrite bead is effective. However, it does not protect
current variations in the load from affecting the load voltage. For example, when
bypassing a digital device power supply, the ferrite might cause a sharp drop in
voltage if the capacitors are not able to supply the full current needed. However,
the peak impedance of a parallel resonance diminishes as the load current
increases (because Q depends on reactance*load resistance), so perhaps in this
situation parallel resonances have minimal effect.

7. When biasing MMICs with a current-setting resistor, the resistor is sometimes
broken into two parts, with bypass capacitors after the first section. Or if an
inductor is used, the bypass capacitors may be connected between a single resistor
and the inductor. It would be a simple matter to divide that first resistor into more
sections, and use them to separate multiple resistors. This should eliminate
parallel resonances.

